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Abstract

Sports video analysis is a rapidly growing field. Yet, identity-aware,
temporally grounded captioning, linking global player identities
across fast, multi-agent interactions, remains underexplored. We
address this gap with a novel method for integrating player identity
into multimodal sports video models, improving captioning, action
understanding, and player recognition. Our approach (1) employs
triangular attention masking within modality encoders, capturing
temporal inductive biases to better model action sequences and
their causal flow, (2) proposes player token injection for global iden-
tity grounding, enabling the model to connect visual observations
to named individuals, and (3) simulates ball possession sequences,
mimicking real-world tracking data to strengthen the link between
actions and involved players. Both combined and individually, each
of these components allows us to significantly improve caption
quality and player classification accuracy, as well as enhance the
temporal comprehension in our multimodal data. Using extensive
experimentation, we show that our method achieves substantial
improvements over prior work (e.g., up-to 225% for some video
captioning tasks and over 14x for some player recognition tasks),
generalize to other domains, and provide insights into the best
design tradeoffs. The results highlight a promising avenue for auto-
mated understanding and interpretation of dynamic sports content.
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1 Introduction

Recent breakthroughs in language models and generative machine
learning have enabled remarkable progress in tasks like text-to-
text [3], text-to-image [33], and image-to-text [14, 27] generation.
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Our Identity Grounding Strategies
Lineup: Mikal Bridges, Luca Doncic, Dragan Bender,
Possession: Dragan Bender, Richaun Holmes, Luca Doncic

GT Caption: missed pull up jump shot, rebound Luca Doncic

Figure 1: Identity-token grounding strategies. (a) Lineup: the
ten on-court players, listed in random order, give coarse iden-
tity context but no temporal signal. (b) Possession: tokens
are ordered by the simulated ball-possession sequence, in-
jecting a fine-grained temporal prior for identity grounding.
For context, we display the GT caption and color code the
index of names in the caption.

Yet, despite increasing efforts aimed at enabling machines to com-
prehend and describe video content, automated understanding of
video content—particularly identity-aware, temporally grounded
captioning—remains comparably underexplored.

Unlike static images or isolated text, videos encode complex
temporal sequences and dynamic interactions that require fine-
grained understanding of “who did what, and in what order." In
professional sports, where plays unfold rapidly and player iden-
tity is crucial to the narrative, this challenge becomes especially
pronounced. As illustrated in Figure 1, our work addresses this by
exploring identity-token grounding strategies that connect visual
player cues to named entities, either via coarse lineup-based context
or fine-grained possession-based ordering.

These unique demands, combined with the availability of com-
plementary structured data (e.g., rosters, statistics, tracking feeds),
make sports video analysis not only a compelling application area
but also an ideal testbed for advancing methods in temporal rea-
soning, multi-agent interaction modeling, and identity grounding;
the focus of our work.

Successful sports video captioning involves capturing highly
dynamic interactions between players, balls, etc. within a relatively
well-defined playing area, under a fixed set of rules (which some-
times are subjective and/or broken). Within this domain, we focus
on the temporal dynamics, recognize that there often are com-
plementing data sources available with player information and
statistics, and consider the primary challenge of video captioning
(i.e., generating textual descriptions explaining what happens in a
video), but also evaluate our solution for the tasks of action recogni-
tion (i.e., determining the current play), and player recognition (i.e.,
determining the players making the play).
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Existing research on identity/player recognition within contexts
such as moviesd3d and sports b, 9, 1§ largely relies on motion-
based classi cation, often neglecting the critical role of temporal dy-
namics. This limitation is especially pronounced in vision-language
models, where uni-directional transformers remain underutilized
for temporal information classi cation and localization [19].

Contributions: To address this research gap, in this paper, we
introduce and investigate the value of multiple innovative method-
ology adoptions focused on enhancing the temporal information,
and show that they signi cantly enhance the performance of auto-
mated sports video captioning generation and identity classi cation
in the context of fast-paced sports videos.

First, we present and incorporate triangular attention masking
within modality encoders, e ectively directing the temporal ow
and enhancing the temporal comprehension of multimodal data.
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and audio, such as MV-GPB{], Vid2Seq §6, E2E-Spot11], and
T-DEED {4, which achieve strong temporal localization and cap-
tioning performance. While our work adopts precomputed features
for e ciency and comparability with NSVA 43, our contributions
(i.e., triangular attention masking and token-based identity ground-
ing) are independent of the feature extraction method and could be
applied within either paradigm.

Feature-Based and End-to-End Video Analysis: Feature-
based methods remain an important and practical strategy in video
captioning and action recognitionl[9 37, 41, 43 50, enabling fast
experimentation, modular evaluation, and reproducibility. Frozen
backbones such as 133][ S3D RQ, and TimeSformer]] provide
robust spatiotemporal representations that transfer well across do-
mains. End-to-end architectured ], 34 44 44 o er the potential
for jointly optimized visual-textual representations, but often re-

Using extensive experiments on a public sports-video dataset (NBA quire large-scale labeled datasets and higher training costs. Our

clips [43), we show that our solution achieves signi cant improve-
ments compared to prior work and provide insights into the relative
value of di erentdesign choices. Second, we propose the integration
of player tokengor grounding player identities to a global context,
enabling generation of rich video captions contextualized with
player names. In the simplest form, we ueeup-based grounding
(illustrated in Figure 1 and explained in Section 3.4) to provide
coarse-grained identity context. Third, inspired by the e ectiveness
of temporal uni-directionality in triangular attention masking, we
introduce simulated balpossessiaas a form of ne-grained iden-
tity grounding. Designed to mimic the output data from wearable
tracking devices or (increasingly reliable) tracking, this strategy
orders player tokens by simulated ball control (Figure 1), enhancing
identity classi cation within multimodal video-language models.
Each component is shown to provide improvements both individu-
ally and when combined. When combined, the solution improves

approach focuses on improving temporal reasoning and identity
grounding in the downstream multimodal model, making it com-
plementary to both feature-based and end-to-end setups.

Sports Video Analysis: Prior sports analysis has emphasized
ne-grained features like bounding boxes, court lines, and ball posi-
tioning [25 43 45 49, often neglecting player identities and refer-
ring to them generically as player." NSVAR introduced player
identities into video captions but struggled to achieve promising
results. We build on NSVA, achieving signi cantly improved results.

Other recent benchmarks and challenges also expand the scope.
For example, SoccerNet-Captio®] proposes dense, timestamp-
anchored commentary generation; the SoccerNet 2083pd
2024 [7] challenges add player re-identi cation, jersey number
recognition, foul detection, and game-state reconstructi@[
Foundation-model approaches like UniSoccer/MatchVisiafi [
treat soccer understanding as a multi-modal problem over full-

primary video captioning metrics by 27.5% to 225% and the player match video, commentary, and structured events.

recognition tasks by a factor of 10.80 14.7 , depending on the
metric, compared to previously reported results for the datagt] [
Unlike previous methods, our approach combines textual sports
data with triangular attention masking to better model temporal
dynamics in sports videos. By integrating player tokens and im-
proving temporal dynamics comprehension, we achieve signi cant
gains in both captioning and player recognition, establishing a new
benchmark in large-scale sports video captioning. Finally, using
a movie description dataset (movies with diverse scers®)[ we
demonstrate that our solution generalizes beyond sports video.
Outline: Inthe remainder, we review related work (Section 2), de-

Identity and Jersey Recognition: ldentity recognition with
temporal consistency is challenging in sports due to motion blur,
fast movement, and numerous identitie$§ 42 43. Early methods
relied on object detection from still frame®[18 23 4. More
recent work addresses jersey number recognition (JNR) and cross-
view player re-identi cation: multi-task INR method4.p 39, pub-
lic benchmarks 13, and sport-speci ¢ pipelines for American foot-
ball [16 show strong progress. CLIP-based Re-#2[demonstrates
that modern vision-language encoders already capture jersey cues.
Our token-based grounding complements these methods by incor-
porating player identity directly through token-based strategies

tail our model and extensions (Section 3), present results (Section 4),informed by game context and temporal dynamics.

discuss our design choices (Section 5), and conclude (Section 6).

2 Related Work

Video Captioning: Video captioning has evolved from early sys-
tems relying on precomputed features to modern end-to-end archi-
tectures. Earlier pipelines often used frozen feature extractors such
as 13D M], S3D RQ, and TimeSformer]], paired with sequence

Temporal Masking: We introduce triangular attention masking
to the multimodal video domain, enhancing temporal modeling in
transformers. While attention masking is typically used in trans-
former decoders38, it has also been applied in video pre-training
[37], multi-modal VL models [10, 19], and works like GPT [3].

3 Baseline Model Architecture and Extensions

models or transformersl0, 19 47. These approaches established Like [43, our solution approach is designed to address three im-
strong baselines and remain widely used, especially when training portant tasks: (1) video captioning, (2) action recognition, and (3)
data or computing is limited. Recent years have seen the rise of fully player recognition. In the case of video captioning, we consider
end-to-end video-language models trained directly from raw frames the problem of how to accurately predict the correct captigro a



Towards Robust Identity Incorporation in Sports Video Captioning Systems MMSports ‘25, October 27 28, 2025, Dublin, Ireland

Figure 2: High-level overview of the solution approach.

video clip- , where the caption is represented as a one-hot vector 3.2 Datasets

y of arbitrary length and the clip. 2R+ 3 # consists of# For evaluation, we use two video captioning datasets with identity

RGB frames of dimensions , , sampled from the original video.  gnnotations: NSVA43 (sports) and LSMDC3Z (movies). The

In the other cases, we simply predict the actiartaken and the rst dataset is used to demonstrate our model's e ectiveness in

playerp making a play, respectively. structured sports clips, the focus of this paper, and the second

dataset is used to demonstrate that the solution generalizes also to
more natural interaction settings such as a sequence of movie clips.
. . NSVAis a sports dataset of NBA videos, comprising 32,019 videos
3.1 High-level Solution Approach with an average duration of 10 seconds and mostly viewpoints like
At a high level, we modify and improve the original NSVA§ in Figure 1. We adopted the default split for training (24k videos),
framework (a multi-modal vision language transformer that re-  validation (3.9k), and testing (3.9k). Each video contains, on average,
placed UniVL's 19 language encoder with a ViT image encoder)  seven player identities, all moving at a fast pace. Although our work
and introduce three modeling changes plus one baseline correction. centers on this basketball dataset, chosen for its focus on player
Modeling Changes: (1) We improve the temporal prior by ap-  identity classi cation for sports video captioning, our approach
plying triangular attention maskingn all per-modality encoders, generalizes to other team sports and activities where a sequence of
enforcing uni-directional (causal) temporal ow before cross-modal  actions taken by the team members help achieve some shared goal
fusion. (2) We introduce identity conditioning. Speci cally, we in-  (e.g., passing sequences in soccer or hockey leading to a §j@al [
sert player tokendo ground global identities. Here, we present, In contrast,LSMDC was selected to evaluate our model in more
evaluate, and provide insights into the best ways to ground the natural, less restricted environments, complementing the fast-paced
model with such player tokens. (3) When introducing triangular  but highly con ned and regulated environment of NSVA. Whereas
attention, we also found that we could improve trechitecture NSVA captures formalized team play within constrained rules and
placementSpeci cally, we re ne inputs within the per-modality spatial boundaries, LSMDC presents a broader range of real-world
encoders and only then fuse them in the cross-encoder, improving human interactions and the visual complexity typical of movie
temporal and identity signal quality at fusion. scenes. The dataset comprises 128,118 short video clips (average
Baseline Correction: (4) We discover and x a bug in NSVA, 4.2 seconds), extracted from 202 movies and grouped into overlap-
which we show (after xing) can substantially improve its action  ping sets of ve to form longer video sequences (approximately
recognition performance with regards to two metrics: the average 20 seconds) with concatenated captions, as illustrated in Figure 3.
accuracy (Acc) and the mean Intersection over Union (mloU). Following the setup in €, we use overlapping groups (e.g., 1-5,
Figure 2 presents an overview of our framework. Going from  2-6, etc.) for data augmentation during training and evaluate on
left-to-right, feature extraction is used to extract position tokens, non-overlapping sequences. In total, our experiments use 98,527
video tokens, and (our introduced) player tokens. Second, we aug- training and 1,443 evaluation videosets.
ment the feature vectors with player tokens, before the features are
independently processed in the two modality encoders (i.e., feature .
and F\)/ideo encoder), while incorporating our triangular attention 3.3 Feature Extraction
masking. Finally, with our architectural placement, the processed For both NSVA and LSMDC, we use openly available features pro-
features are concatenated into one vector and passed to the cross-vided by NSVA 3 and MICap 4. In both cases, we have access
encoder network, which creates cross embeddings that later are to video and auxiliary modality features. In this section, we describe
used for training and inference in the task-speci ¢ decoders (im- the data preprocessing procedure for both datasets.
plemented as a separate instance for each task). Video features for both datasets are extracted using standard
We next describe the datasets used and the individual compo- backbonesS3Dand TimeSformefor NSVA, and3D for LSMDC.
nents of our modular framework. This modularity allows us to run  This yieldsFRigeo = VideoExtractot- ©, Rjigeo 2 R¥v 3, where
systematic ablations isolating the contributions of (i) triangular - is the input video#y the number of frames, an8 the embed-
masking vs. bi-directional attention and (ii) identity conditioning  ding dimension. For NSVA, videos are downsampled to 224
via lineup vs. possession-ordered tokens. resolution at 4 fps.
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Figure 3: Example of a videoset in LSMDC dataset [ 32]. A set of ve short video sequences are put together into one, making a
long video caption consisting of several scenes. Caption length makes this dataset uniquely challenging.

NSVA: For NSVA, we complement video features with additional
visual and spatial features extracted and available via the NSVA
dataset §#3. First, the positions and bounding boxes of the ball,
players, and basket were obtained from imagassing YOLOVS5.
These crops were then passed through a Vision Transformer (ViT)
encoder to generatds; .. = ViT( 1¢;:), F1oB:4c= ViT( 108:40, and
Fa:0~4a= ViT( 7:0-44, Where all features have dimensiof®§

Here, we place extra importance on the pivotal role that selective
detection of players and those overlapping with the detected ball
have on capturing important interactions for good captions. For
this, in the simplest model, a con dence scoreis assigned to
each player crop based on their ball interaction, where= 1 if
loUt 5.0-424 10::°i 0,and = Ootherwise.

Second, we used position-aware featufeg = ViT?! 2g°, Fog 2
R< 3, extracted from position-aware imagesy (generated using
a pix2pix network [L2 that create court line segmented images) to
capture the spatial relationships between player actions and the
basket, adding analytic depth, spatial insights, and enriching the
gameplay understanding.

Finally, a combined feature (called BBX) is created by summing
the rst three position-based features and concatenating (denoted
as ||") this nal spatial feature:

F. =1F0;. FioB:ac. F2;0~44 Ji Fo0° (1)
whereF . 2R 3. Here, BBX refers to its sub-features' use of
bounding boxes to extract and embed position data.

LSMDC: For LSMDC, features introduced in MICap include mo-
tion features extracted using 13D (dim: 1024), sentiment features
extracted using CLIP (512), and facial embeddings extracted using
ArcFace (512). For model compatibility, all modalities are projected
to 768 dimensions via interpolation. While MICap also incorpo-
rates BERT-based identity Il-in during training, we exclude textual
features in our model and only report the results for comparison
(using up to three modalities with separate modality encoders).

3.4 Our Player Tokens and Grounding Strategies

We have observed that NSVA's player-related features lack the
su cient distinctiveness needed to reliably ground references to
global identities (e.gLuka Donci¥, making it di cult for the model

to learn who is who. This is in contrast with LSMDC, where identity
references are local and context-speci c, requiring less persistent
identity tracking. To address the player recognition challenge of
the NSVA dataset43, we introduce additionaplayer tokenshat
help guide the model toward players currently on the court. Our
approach leverages data routinely collected by leagues like the
NBA, NFL, and NHL (e.g., starting lineups, substitutions) to identify
players on the court. Furthermore, recent advances in wearable
tracking and multiple object tracking (MOT) suggest a promising

future for reliable player-ball possession estimation. By introducing
player tokens, we reduce the pool of players to consider and focus
attention on those most likely involved in each play.

To determine how to best use player tokens in automated sports
video captioning, we evaluate three implementations: (1) BERT-
based embeddings], (2) CLIP-based text embedding®7, and (3)
random vectors that are unique but contain no inherent informa-
tion. BERT tokens are sized to match the model's 768-dimensional
embeddings, while CLIP and random tokens are padded from 512
to 768 dimensions to align with the network.

We incorporate additional data by concatenating player tokens
with the BBX feature F . ) along the temporal dimension. To
match the doubled embedding size, the player token vector is con-
catenated with itself in the embedding dimension, yielding a re ned
feature vector:

Fcomb = FeeRT/CLIP/randond] F - (2
whereFeomp 2 R™><° 2 and=is number of player embeddings.
We next explore two methods for integrating player tokens: (1)
lineup- and (2) possession-based.

Lineup-based Player Token: This approach restricts the model's
focus to players currently on the court. Here, we use starting lineups
and substitution data from the NBA stats API to simulate which
players are on the oor for each play. Although there are some
inaccuracies in the data, we have found this method to provide a
reasonable approximation. We embed these lineup-based player to-
kens to assess the utility of easily obtainable, near real-time player
information. Following the rules of the game, each concatenated
player tokens vector is xed at size 10, with token order randomized
to avoid implying temporal structure.

Possession-based Player Token:We simulate ball possession
during a play to order player tokens, mimicking data possible to
derive from object tracking models or wearable equipment. Since
the NBA does not share play-by-play player-ball information, we
generate a possession simulation based on play type and the players
mentioned in captions.

Our analysis of the NSVA dataset identi es patterns between
actions and involved players, such as the frequent co-occurrence of
missed shot" and rebound" (and other actions that our model must
derive), where the last two players touching the ball are placed at
the end of the token list. For other players mentioned in captions,
we interleave their tokens with those of on-court players, re ecting
non-annotated ball possession actions (e.g., assists). To address the
lack of some annotations, we also randomize the placement of the
last two players for plays involving assists and augment the data
by randomly selecting 0 5 additional players.

Figure 4 illustrates the main di erences between the position-
based approachH?(in the gure) and the lineup-based approach
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