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1 Introduction

Discovering new materials with desired properties such as stronger alloys, bet-
ter battery electrodes, and more efficient semiconductors is one of the central
challenges in materials science. Traditionally, this relies on physical experi-
ments or quantum mechanical simulations known as Density Functional Theory
(DFT), both of which are slow and expensive. A single DFT calculation for one
candidate structure can take hours.

Generative models offer a promising alternative. A crystal structure is fully
described by the types of atoms it contains, their positions in space, and the re-
peating unit cell, a representation that can be learned and generated by a neural
network. Models such as DiffCSP and MatterGen use diffusion to generate novel
crystal structures at scale, like image diffusion models generate novel images.
However, a known limitation is that these models learn structural patterns from
data without any physical stability criterion. Hence, there is no guarantee that
a generated structure is energetically favorable, meaning it could actually exist
in nature without immediately collapsing into a different arrangement of atoms.

In this thesis, we explore whether this can be fixed by guiding the diffusion
model during generation using MACE, a neural network that takes atom po-
sitions and types as input and outputs the total energy of the configuration.
Unlike DFT, which solves quantum mechanical equations from scratch MACE
has already learned to approximate these solutions from data, making it orders
of magnitude faster while retaining near-DFT accuracy. By injecting MACE
energy gradients at each denoising step of a generative model, we aim to steer
generation toward stable configurations from the start, rather than generating
blindly and discarding bad candidates afterward.

2 Research Problem

Can a pre-trained MACE model guide a diffusion model toward low-energy,
thermodynamically stable configurations, and does this produce measurably
better candidates than unguided generation? A related question is how strongly
to apply this guidance: too little has no effect, while too much risks pushing the
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diffusion process off-distribution and producing unphysical structures. Finding
the right balance is one of the challenges of this thesis.

3 Methodology

3.1 Data Preparation

We use the Materials Project as the primary dataset, which covers a large part
of the periodic table and is well-maintained with DFT-computed energies and
formation enthalpies.

3.2 Baseline Diffusion Model

Rather than building a diffusion model from scratch, the student will adapt
DiffCSP. The first task is to reproduce DiffCSP results on a subset of the chosen
dataset and establish baseline metrics — what fraction of generated structures
are valid, and how far are they from the convex hull? This gives a clear reference
point for measuring the effect of MACE guidance later.

3.3 MACE-Guided Generation

This is the core contribution of the thesis. At each denoising step t, the standard
diffusion update is augmented with an energy gradient from MACE:

xt−1 = xt +∆xmodel − λ · ∇xtEMACE(xt) (1)

where ∆xmodel is the denoising direction from DiffCSP, ∇xt
EMACE is the

gradient of the MACE energy with respect to atom positions, and λ controls
how strongly the guidance is applied. This is repeated at every denoising step,
gradually steering the generated structure toward lower energy. One question
is whether MACE gradients remain meaningful at early noisy timesteps, when
the structure is far from anything physical. This will be investigated through
guidance annealing experiments, where λ varies across timesteps. Alternative
guidance methods may also be explored.

4 What the Student Will Learn

By the end of this thesis, the student will have hands-on experience with dif-
fusion models for crystal structure generation, equivariant graph neural net-
works, machine learning force fields (specifically MACE), thermodynamic sta-
bility analysis including convex hulls and formation energies, and experiment
design for generative models.
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