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1 Introduction

Ice hockey is an invasion style sport. A key differentiating factor between hockey
and other similar sports is the zone system, where rather than possessions being
constrained by temporal factors like a shot clock, they are constrained geograph-
ically. In order to generate any meaningful offense, teams must navigate the
contested neutral zone while maintaining possession of the puck, and succesfully
enter the offensive zone.

Since every offensive-zone possession in ice hockey begins with a zone entry,
characterizing entries and understanding what kinds of offensive sequences they
tend to produce is a topic of significant interest. The majority of entries are
dump-ins, due to their lower risk compared to a controlled carry or pass. It is
well established that controlled entries are more efficient, generating on average
4.75 times as many shots per entry as dump-ins [1]. While possessions started
by controlled entries are broadly superior, they are more difficult to execute —
and crucially, there has yet to be a spatial analysis of offensive-zone possessions
as a function of the preceding zone entry.

A natural unit with which to characterize an offensive possession is the shot.
Shot generation is a useful measure of the overall production of a given posses-
sion, but the location of a shot is just as important as its occurrence — a shot
from the slot and a shot from the point are not equivalent. Instead of sequentially
analyzing the events in the resulting offensive sequence [2]|, we instead analyze
the outcome of the possession as a whole. Rather than treat shot volume and
shot location as separate dimensions of analysis, we combine them into a sin-
gle object: the shot surface, a continuous spatial representation of where shots
are generated within a possession using a gaussian surface inspired by Micah
McCurdy’s shot rate maps [3].

To make this representation tractable, we use Principle Component Analysis
(PCA) to produce compressed representations of shot maps. This compression
reveals the axes along which shot maps vary most across possessions, each of
which can be visualized directly as a region of the ice surface. We then use char-
acteristics of the preceding zone entry to predict this compressed representation,
from which we reconstruct an estimate of the underlying shot surface.



2 Background

This paper utilizes detailed play-by-play data collected from Swedish Hockey
League (SHL) games, and provided by Sportlogiq Inc. Crucially, the dataset
provides consistent spatial data for a variety of in-game events, although for
the purposes of this study we will only utilize dump ins, dump outs, controlled
entries, controlled exits, and shot attempts.

Each event has a location, and other qualitative characteristics which we
use as supporting features. However, this project would benefit greater from full
puck and player tracking (PPT) data that would allow us to analyze the exact
movement that lead to each zone-entry.

3 Methodology

3.1 Data Processing

Quantifying Possessions We define an offensive-zone possession as the se-
quence of events between a successful zone entry and the subsequent successful
zone exit by the opposing team. Zone entries are identified as either a controlled
entry (carry or pass) or a dump-in, and are considered successful if the entering
team retains or establishes possession in the offensive zone. Similarly, a zone exit
is considered successful if the defending team clears the puck out of their de-
fensive zone. Possessions are identified within each game-period pair to prevent
possession sequences from bleeding across period boundaries. For each successful
entry, the possession is defined as all events from the entry until the next suc-
cessful exit recorded for the opposing team. In cases where no subsequent exit is
recorded within the same period, the possession is considered to extend to the
end of the period.

Shot Surface For each possession, we construct a shot intensity surface repre-
senting the spatial distribution of shot generation. The ice surface is discretized
into a regular grid of 1-foot cells, and each shot within a possession is represented
as a Gaussian kernel centered at the shot’s recorded coordinates. Formally, for

a possession with n shots at locations (X1;Y1);:::; (Xn; Y¥n), the intensity at grid
cell (X;y) is defined by:
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Where =5 controls the spatial spread of each shot. A spread of 5 ft was chosen
to produce smooth shot surfaces while preserving spatial sharpness. The kernels
for all shots within a possession are summed to produce a single continuous
intensity surface, where the value at each cell reflects the local concentration of
shot activity.



PCA Compression The shot intensity surfaces produced for each possession
are high-dimensional objects — a 1-foot resolution grid over the offensive zone
yields a vector of 17000 cells per possession. To make modeling tractable, we
apply PCA to the matrix of flattened shot surfaces, selecting the number of
components K to explain 95% of the total variance, yielding kK = 50= compo-
nents. A key advantage of this approach is that each principal component can
be reshaped and visualized directly as a shot surface, providing a geometric in-
terpretation of the compressed representation. Surfaces are reconstructed from
their compressed representations via the inverse PCA transform.

3.2 Smooth Shot Surface Modeling

To smoothly predict the shot intensity surface of a zone entry, we model each of
the k principal component scores as a function of the entry’s characteristics using
a using a Generalized Additive Model (GAM). The predictors used are the spatial
coordinates of the entry (X;y), the entry class (controlled entry or dump-in), the
specific entry type (carry, pass, dump-in, or chip), and the manpower situation
(even strength, power play, or penalty kill). For the j-th principal component
we fit:

zj = j+sj(X)+sj(y)+Tj(entry class)+Tj(entry type)+Tj(manpower)+ j (2)

Where sj() are smooth spline terms over the entry coordinates and fj() are
factor terms for the categorical predictors. This yields k independently fitted
GAMs, one per principal component. The independence of the models is justified
by the orthogonality of the principal components, which ensures the component
scores are uncorrelated by construction. For a new zone entry, inference proceeds
by predicting each component score 2 from its corresponding GAM, assembling
the predicted scores into a vector 2, and applying the inverse PCA transform to
reconstruct the estimated shot intensity surface.

4 Results

4.1 Principal Components Identify Meaningful Areas of Ice

The first three principal components [Fig.1] recover spatially meaningful struc-
tures. Component 1 captures the contrast between net-front and perimeter shot
generation, representing the dominant axis of variation across possessions. Com-
ponent 2 similarly identifies the slot and faceoff dots as a key structural axis, re-
flecting whether a possession generates shots through the middle of the ice. Com-
ponent 3 captures left-right asymmetry centered on the dots, encoding strong-
side versus weak-side shot concentration. That the decomposition recovers the
slot, the dots, and lateral structure unprompted serves as validation that the
PCA is capturing genuine tactical structure in the data.






