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Abstract. When a trailing NHL team pulls its goalie for a sixth skater,
it trades a defended net for an extra attacker. Morrison (1976) �rst
framed the decision formally; Beaudoin and Swartz (2010) re�ned it to a
continuous-time Markov chain and placed the optimal one-goal pull near
2.75 minutes remaining under early-2000s scoring rates. Three empirical
questions have gone largely unanswered at league scale. Have coaches
actually moved toward the theoretical optimum? Has the optimum itself
shifted under modern scoring conditions? And does any closure in the
theory�practice gap describe the typical franchise or only a vanguard?
We answer these questions using play-by-play situationCode events
from the NHL public API, covering 7,047 detected pulls in 10,250 games
across eight full seasons (2015�16 through 2024�25). Four estimators
agree in direction on the early-versus-late contrast for one-goal de�cits:
covariate-adjusted logistic regression (OR = 5.05, 95% CI: 4.11�6.21),
stabilized IPW with overlap trimming (RR = 3.33, 2.84�3.91), doubly-
robust AIPW (ATE = 0.31, 0.26�0.36), and a team-and-season �xed-
e�ects Poisson GLM (11.7% more expected goals per additional minute,
10.6�12.8%). IPW produces near-perfect balance (maximum standard-
ized mean di�erence of 0.02 post-weighting) with full overlap. A VanderWeele�
Ding E-value of 6.12 bounds sensitivity to unmeasured confounding; a
direct check adds pre-pull Corsi and expected-goals di�erentials to the
model on a re-fetched subsample (n = 2,611) and shifts the odds ratio
only from 5.05 to 5.10, evidence that the most obvious residual con-
founder is empirically near-independent of both treatment and outcome.
A �exible spline evaluated at mean covariate values gives a more con-
servative 4.5-percentage-point read of the gap between 2.75- and 1.67-
minute pulls, which we report next to the larger reweighted estimates,
not in their place.
A simpli�ed CTMC calibrated to 2024-era scoring rates places the one-
goal optimum about 0.9 minutes earlier than under the 2005-era cali-
bration, so the theoretical target has itself moved. Mean pull timing has
drifted earlier at 0.095±0.023 minutes per season (p < 10−4) net of team
baselines. Hartigan's dip test does not reject unimodality on the pooled
distribution (D = 0.007, p = 0.47), yet team early-pull shares range
by 26�40 percentage points (95% cluster-bootstrap CI): the vanguard-
versus-laggards pattern is team-level, not league-level. Translating the
probability gap into expected standings points yields 0.5 to 3.2 points



per team per season between the aggressive and conservative tails, non-
trivial in a league where playo� berths turn on two or three. The theory�
practice gap has closed for an identi�able minority of organizations and
remains open at the league median.
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1 Introduction

Pulling the goalie is a binary, high-leverage decision that has been unusually
well-studied for its rarity. A coach trailing late in the third period swaps a
defended net for a sixth skater; the reward is a better chance at an equalizer, the
risk is a near-certain concession if the opponent reaches the puck. The action
is discrete, its consequences unfold over a short horizon, and the outcomes are
fully observable. These properties have made it a favoured testbed for applied
decision theory in sport for �ve decades [2, 1, 3].

The canonical prescription is due to Beaudoin and Swartz [1]: under early-
2000s scoring rates, a continuous-time Markov chain places the optimal one-goal
pull near 2.75 min remaining. Coaches of that era typically pulled with about one
minute left. Fifteen years on, public discourse insists the gap has closed. That
claim has not been tested at league scale with covariate-adjusted methods. Nor
has the literature separated a true behavioural shift from composition e�ects,
asked whether the theoretical target has moved under current scoring conditions,
or checked whether any observed closure describes the typical NHL team rather
than a handful of vanguard franchises.

This paper answers four questions. Does the timing e�ect survive covariate
adjustment, and how sensitive is it to unmeasured confounding? Has mean pull
timing actually shifted across seasons once team baselines are absorbed? Is the
league converging on a common optimum, or is adoption concentrated in a few
franchises? What is the decision-theoretic payo� of closing the gap, in standings
points per season?

The paper makes four contributions. We �rst build a scalable pull-detection
pipeline keyed on the NHL public API's situationCode �eld, enabling event-
granular extraction across every regular-season game in the window. The timing
e�ect is then run through four estimators (covariate-adjusted regression, IPW,
AIPW, �xed-e�ects Poisson) alongside a causal DAG with an explicit ignorability
assumption, balance and overlap diagnostics, an E-value, a falsi�cation on non-
trailing pulls, and a �exible spline whose divergence from the raw estimates is
itself informative. A simpli�ed CTMC re-solved under 2024-era scoring rates
shows that the theoretical optimum has shifted roughly one minute earlier than
its original 2005-era location; coaches are tracking a moving target. Finally, the
league average is decomposed into team-level components with cluster-bootstrap
CIs, and the scoring-probability gap is translated into expected standings points.
All code and pinned dependencies are released for replication.



2 Related Work

Theoretical analysis of the pull decision begins with Morrison [2], who modelled
post-pull scoring as a Poisson process and derived break-even pull times as a
function of rate parameters. Zaman [3] re-estimated those rates under updated
league scoring conditions. Beaudoin and Swartz [1] generalized to a continuous-
time Markov chain accommodating multi-goal de�cits and opponent dynamics;
their 2.75-minute one-goal optimum is the standard reference point.

Empirical work on actual coaching decisions is thinner. Schuckers and Curro [4]
examined pull timing inside a broader within-game win-probability framework,
and analytics blogs have reported descriptive single-season summaries. The hockey
analytics literature has meanwhile developed substantial machinery for within-
game state representation [8], and propensity-score and sensitivity-analysis tools
have become standard in sports analytics [7, 6]. The goalie-pull literature nev-
ertheless lacks a longitudinal, covariate-adjusted, team-decomposed account with
transparent handling of confounding and a decision-theoretic translation to stand-
ings value. That is the gap this paper �lls.

3 Data and Methods

3.1 Data Collection

Data were retrieved from the NHL public API (api-web.nhle.com) in two
stages. We �rst queried the /v1/club-schedule-season/{team}/{season} end-
point for every team active in each of the eight target seasons (2015�16 through
2024�25, excluding the COVID-disrupted 2019�20 and 2020�21 campaigns). The
schedule pull yielded 20,500 team-game records covering 10,250 unique games.

We then fetched play-by-play detail for every game via /v1/gamecenter/{id}/play-by-play.
Each event carries a situationCode �eld of the form XXYY, in which the leading
pair encodes the away team's on-ice state (goalie presence and skater count) and
the trailing pair encodes the home team's. A zero in either goalie digit indicates
an empty net. For each game we scanned third-period events chronologically
and recorded the �rst empty-net state transition, together with time remaining,
score at the moment of the pull, and the post-pull trajectory of the game. We
additionally re-fetched play-by-play data to compute pre-pull within-game state
(third-period-to-pull shot attempts, shots on goal, expected-goals proxies) for
the trailing one- and two-goal subsample.

3.2 Dataset Summary

We detected pull events in 7,047 of the 10,250 games. Of these, 6,003 (85.2%)
occurred with the pulling team trailing by at least one goal and form the ba-
sis of the analysis that follows; the remaining 1,044 events are overwhelmingly
delayed-penalty artefacts in tied or leading states. We exclude them from pri-
mary analyses and return to them as a falsi�cation sample. Table 1 summarises
trailing pulls by de�cit. For one-goal de�cits, scored and erased the de�cit coin-
cide by construction.



Table 1. Trailing goalie pulls by de�cit size. For down-1 pulls, scored and erased the

de�cit are equivalent by construction.

De�cit Count % of Trailing Scored After

Down 1 3,066 51.1% 20.1%
Down 2 2,226 37.1% 22.7%
Down 3+ 711 11.8% 36.8%

Total 6,003 100% 23.1%

3.3 Identi�cation

Our target estimand is the average treatment e�ect of early (versus late) pulls
on post-pull scoring within the trailing one-goal population:

τ = E[Y (T =early)− Y (T = late) | down 1],

where Y is a binary indicator of scoring at least once after the pull and T is the
binarised pull-time decision. Figure 1 gives the DAG under which this estimand is
identi�ed. Measured covariates are opponent strength, own-team strength, home
ice, rest days, season, and team. Under the conditional ignorability assumption

Y (t) ⊥ T | (O,S,H,R,Z,M),

τ is identi�ed by the standardisation, IPW, and AIPW estimators we report.
The assumption fails to the extent that unmeasured within-game state G (shot
di�erential, expected goals, special-teams situation entering the third period)
in�uences both the pull decision and post-pull scoring conditional on measured
covariates. We bound the resulting sensitivity with a VanderWeele�Ding E-value
and report a �exible-spline estimator at mean covariate values as a conservative
check.

3.4 Estimators

We report �ve complementary estimators of the timing e�ect together with di-
agnostics.

(i) Covariate-adjusted logistic regression. Binary contrast between early (> 2.5
min) and late (≤ 2 min) pulls for one-goal de�cits, excluding the 2�2.5 min
window to sharpen contrast. Covariates: opponent strength, own-team strength,
home ice, rest days.

(ii) Propensity-score IPW. The same binary contrast with stabilized inverse-
probability weights. The propensity model includes opponent strength, own-
team strength, home ice, rest days, and season �xed e�ects. We trim observations
with estimated propensities outside [0.02, 0.98] to enforce overlap, and compute
95% bootstrap con�dence intervals for the risk ratio.



Fig. 1. Causal DAG. Treatment T is the pull-time decision; outcome Y is post-pull
scoring. Blue nodes are measured covariates; the red dashed node G represents unmea-
sured within-game state (shot di�erential, expected goals, special-teams situation).
Conditional ignorability given the blue nodes identi�es the ATE by IPW or AIPW; the
E-value quanti�es how strong G would need to be to overturn the conclusion.

(iii) Augmented IPW (doubly-robust). Combines the propensity model with sep-
arate outcome regressions on treated and control arms, delivering consistency if
either model is correctly speci�ed. Cluster bootstrap CIs on the resulting ATE.

(iv) Poisson GLM with team and season �xed e�ects. Count model for goals
scored after the pull with pull time, opponent strength, own-team strength,
team �xed e�ects, and season �xed e�ects on the one-goal subset.

(v) Flexible spline. A natural cubic spline in pull time (six degrees of freedom)
in a logistic regression adjusted for the same covariates, evaluated at the sample
mean covariate values to deliver a marginal scoring curve.

Balance and overlap diagnostics. We compute standardized mean di�erences for
each measured covariate before and after IPW weighting (threshold 0.1) and
report e�ective sample sizes. We plot the distribution of estimated propensity
scores by treatment arm to con�rm overlap.

Sensitivity diagnostic. We compute the E-value of VanderWeele and Ding [6] for
the IPW risk ratio.

Falsi�cation diagnostic. In tied or leading states the causal channel by which
early pulls raise scoring should be substantially weaker. We re�t the covariate-
adjusted logistic regression on this sample as a placebo.

CTMC sensitivity on the theoretical optimum. We recompute the Beaudoin�
Swartz optimum under a range of plausible current-era scoring-rate assumptions
using a simpli�ed two-state CTMC over the end-of-regulation decision horizon.



Decision-theoretic translation. We convert the scoring-probability di�erential
into expected standings points, using the known NHL point structure (regulation
win: 2, OT/SO win: 2, OT/SO loss: 1, regulation loss: 0) and the fact that a
down-one equalizer forces overtime and earns the pulling team an expected 1.5
additional standings points.

Temporal and distributional models. A linear mixed-e�ects model of pull time
on season index with team random intercepts, a pre-post comparison (pre-2019
vs post-2021), Hartigan's dip test [5] on the pooled one-goal distribution, and
a cluster bootstrap over the three most recent full seasons for the cross-team
range.

4 Results

4.1 The Timing E�ect under Multiple Estimators

All four timing estimators agree on direction and deliver a large e�ect, but
absolute magnitudes attenuate as adjustment strengthens.

Covariate-adjusted logistic regression on the one-goal sample returns an odds
ratio of 5.05 (95% CI: 4.11�6.21, p < 10−50) for early versus late pulls. Propensity-
score IPW with overlap trimming (n = 2,611) gives a risk ratio of 3.33 (95%
bootstrap CI: 2.84�3.91); the implied risk di�erence is 31.4 percentage points,
against weighted risks of 0.449 on treated and 0.135 on control. Doubly-robust
AIPW lands at an ATE of 0.314 (0.264�0.357), within rounding of the IPW point
estimate. The near-identity of IPW and AIPW means our conclusions survive
misspeci�cation of either the propensity or the outcome model, so long as at
least one is approximately right.

The Poisson GLM with team and season �xed e�ects places the marginal
e�ect on expected goals at 11.7% per additional minute of extra-attacker time
(95% CI: 10.6�12.8%, p < 10−100). This elasticity is essentially unchanged from
the pooled Poisson speci�cation, indicating that the timing e�ect is identi�ed
within organizational and seasonal units rather than across them. A continuous
logistic speci�cation with team and season �xed e�ects yields an OR of 1.18 per
additional minute (95% CI: 1.16�1.20).

The �exible spline tells a more tempered story. Held at the sample mean of
the covariates, predicted scoring probability is 0.216 at a 2.75-minute pull and
0.171 at a 1.67-minute pull: a 4.5-percentage-point spread, far below the 31-
point raw di�erence. Many early pulls happen in game states unlike the sample
average, and the reweighted estimators correct for that imbalance only partially;
�xing covariates at the mean is a stricter conditioning, and the spline reads as
a �oor on the e�ect rather than the headline. We report both numbers so the
conditional�marginal distinction stays visible.

4.2 Balance and Overlap

Table 2 reports standardized mean di�erences for each measured covariate be-
fore and after IPW weighting. The pre-weighting sample is already balanced



Table 2. Covariate balance, pre- and post-IPW. Standardized mean di�erences below
0.1 (in absolute value) are conventionally considered adequate for causal contrasts.

Covariate Mean early Mean late SMD (pre) SMD (post)

Opp. strength 0.555 0.565 −0.076 +0.010
Own strength 0.551 0.544 +0.047 −0.016
Home ice 0.520 0.482 +0.076 +0.013
Rest days 1.421 1.319 +0.072 +0.009

Fig. 2. Left: love plot of absolute standardized mean di�erences, pre- (red) and post-
(blue) IPW weighting; all covariates lie below the 0.1 reference line (dashed). Right:
propensity-score distributions by treatment arm; both cover the full support of the
other, satisfying positivity without extrapolation (dotted lines mark the [0.02, 0.98]
trimming window).

(maximum absolute SMD = 0.076, below the conventional 0.1 threshold on all
four covariates), indicating that early versus late pulls do not diverge sharply
on the observable coach-scheduling variables. IPW sharpens this to a maximum
absolute SMD of 0.016. Figure 2 shows the love-plot. Overlap is complete: no
observations are trimmed under the [0.02, 0.98] propensity window. The e�ective
sample size from the stabilised weights is 2,541 (of 2,611 raw), indicating only
mild weight variability. Figure ?? shows the propensity distributions by treat-
ment arm; each spans the full support of the other, so causal contrasts do not
require extrapolation.

4.3 Heterogeneous E�ects by De�cit

Table 3 reports the covariate-adjusted early-versus-late odds ratio separately
by de�cit size. The e�ect is strong for one- and three-plus-goal de�cits and
more moderate for two-goal de�cits, where the early-pull/late-pull contrast is
compressed by a higher baseline rate of aggressive pulls. Estimates for three-
plus-goal de�cits are noisy (wide CI) because late pulls in large de�cits are rare.

4.4 Sensitivity and Falsi�cation

The VanderWeele�Ding E-value for the IPW risk ratio is 6.12, with a lower-CI
E-value of 5.12. An unmeasured confounder would need to be associated with



Table 3. Covariate-adjusted early-versus-late odds ratios by de�cit size. Early = pull
with >2.5 min remaining; late = pull with ≤2 min.

De�cit n Adjusted OR 95% CI

Down 1 2,611 5.05 (4.11, 6.21)
Down 2 1,851 3.19 (2.42, 4.20)
Down 3+ 654 8.62 (3.89, 19.07)

both treatment assignment (early pull) and outcome (scoring) by risk ratios of
at least 6 each, conditional on the measured covariates, to fully explain away the
observed e�ect. Joint associations of any single measured covariate with both
treatment and outcome in our data fall well below this threshold.

Within-game state robustness. To test the most obvious residual confounder
directly, we re-fetched play-by-play for every trailing one- and two-goal pull and
computed third-period-to-pull Corsi and expected-goals di�erentials (n = 2,611
after merging). Marginal associations with treatment and outcome are weak
(Corsi: r = 0.02, r = 0.03; xG: r = 0.01, r = 0.05). Adding both to the logistic
regression shifts the odds ratio from 5.05 to 5.10 (4.14�6.27); adding them to the
propensity score leaves the IPW risk ratio unchanged at 3.33 (2.84�3.91). The
most plausible unmeasured confounders are thus empirically near-independent
of both treatment and outcome, a stronger form of the E-value argument.

Falsi�cation. The falsi�cation test on tied or leading pulls (n = 1,024) returns
an adjusted odds ratio of 2.60 (95% CI: 1.58�4.26, p < 10−3), attenuated relative
to the 5.05 on trailing pulls and consistent with much of the trailing-state e�ect
operating through the extra-attacker mechanism. The residual association is not
a clean null; some �non-trailing� pulls are delayed-penalty events during which
the pulling team was brie�y advantaged. We treat our adjusted estimates as an
upper bound on the pure timing e�ect.

4.5 A Moving Target: The Updated Theoretical Optimum

We compute the Beaudoin�Swartz optimum over a 3×3 grid of plausible current-
era scoring-rate assumptions: sixth-attacker o�ence rate λfor

6v5 ∈ {0.080, 0.095, 0.110}/min
against empty-net concession rate λagainst

6v5 ∈ {0.150, 0.180, 0.220}/min. At modal
current parameters (λfor = 0.095, λagainst = 0.180) the simpli�ed end-of-regulation
CTMC places the optimum about one minute earlier than the 2005-era parame-
ter cell. The absolute optimum from a two-state model is not directly comparable
to the multi-state calibration in Beaudoin and Swartz [1]; the relative shift, how-
ever, is robust across the grid. Every modern-era cell assigns an earlier optimum
than its 2005-era counterpart. The target has moved, and part of the coaches'
observed drift tracks that movement.



Fig. 3. Left: season-level mean and median pull time (trailing pulls). Right: season-
level distributions. The mean drifts earlier; the median shifts less.

4.6 Post-Pull Outcomes (One-Goal De�cits)

Conditional on a one-goal de�cit and the decision to pull, the pulling team
erases the de�cit 20.1% of the time, forces overtime or a shootout 15.6%, wins
outright 9.2%, and concedes an empty-net goal 44.9%. The modal outcome is a
game-ending concession regardless of timing; earlier pulls shift the conditional
distribution upward but do not reverse its ordering.

4.7 Temporal Trend

A linear mixed-e�ects model of pull time on season index with team random
intercepts estimates a drift of 0.095 ± 0.023 min per season (p < 10−4) net
of team baselines (Figure 3). Comparing the pre-2019 and post-2021 windows,
mean trailing pull time rises from 3.39 to 3.84 min remaining (Welch t = −4.26,
p < 10−5), con�rming the trend without reliance on linear extrapolation.

4.8 Distributional Shape and Team Heterogeneity

The pooled one-goal distribution is right-skewed (mean 2.91 min, median 1.68 min),
but Hartigan's dip statistic does not reject unimodality (D = 0.007, p = 0.47).
The mean�median gap re�ects skewness rather than a bimodal coaching popu-
lation at the league level.

Team-level heterogeneity, however, is large. Over the three most recent full
seasons, the share of trailing pulls occurring with more than three minutes re-
maining ranges from 22.5% to 48.4% across the 32 teams. A cluster bootstrap
resampling on games returns a 95% con�dence interval on the max�min range



Table 4. Team-level heterogeneity in recent pull timing (2021�22 through 2024�25,
trailing pulls, teams with n ≥ 50).

Team Pulls Mean (min) % early (>3 min)

Aggressive tail

FLA 95 4.34 48.4%
MIN 91 4.55 48.4%
STL 95 4.32 45.3%
NYR 88 4.77 44.3%
TOR 85 3.88 43.5%

Conservative tail

BUF 109 3.54 26.6%
CHI 117 3.76 23.1%
ANA 97 2.91 22.7%
ARI 75 2.98 22.7%
OTT 102 2.89 22.5%

of 25.8 to 40.2 percentage points, con�rming that this heterogeneity is not a
small-sample artefact. Table 4 lists the extremes. Each individual team's distri-
bution is unimodal, which is why the pooled distribution does not show a dip;
cross-team di�erences manifest in means, not in multiple modes.

4.9 Decision-Theoretic Translation: The Price of Conservatism

A down-one equalizer forces overtime and, under the NHL point structure, earns
the pulling team an expected 2× 0.5+ 1× 0.5 = 1.5 additional standings points
relative to a regulation loss. Converting our estimated gain in scoring probability
into standings points, each marginal down-one pull shifted from late to early
yields between 0.067 points (conservative spline estimate) and 0.471 points (raw
IPW risk-di�erence estimate) in expectation. Aggregated over a typical team's
30 annual down-one pulls, this is between 2.0 and 14.1 standings points per
season in absolute terms, or between 0.5 and 3.2 standings points per season for
the gap between the most conservative and most aggressive tails of the 32-team
distribution. In a league where playo� quali�cation is routinely decided by two
or three standings points, even the conservative estimate is not negligible; the
aggressive estimate would rank as a top-tier coaching decision e�ect.

4.10 Predictive Structure

Three classi�ers (random forest, gradient boosting, L1-penalized logistic regres-
sion) trained to predict post-pull scoring from pull timing, de�cit, opponent
strength, own-team strength, home ice, and rest days all reach AUC = 0.76
under �ve-fold cross-validation, and all three rank pull timing �rst by a wide
margin (Figure 4). Because pull timing mechanically bounds the duration of
scoring exposure, this result should be read as corroborative rather than causal;
it con�rms that timing carries more predictive signal than the game-context
variables analysts frequently emphasise, but the mechanical relationship is itself
the object of interest.



Fig. 4. Feature importance from random forest, gradient boosting, and L1-penalized
logistic regression for predicting post-pull scoring. All three place pull timing �rst
(AUC = 0.76, �ve-fold cross-validated). Because pull time mechanically bounds scoring
exposure, this result is corroborative rather than causal.

5 Discussion

Direction is agreed on; magnitude is contested between estimators, and that
contest is part of the point. Raw, covariate-adjusted, IPW, and AIPW spec-
i�cations place the early-versus-late contrast between 3.3 and 5.1 in odds or
risk-ratio units. The spline, held at mean covariate values, reads 4.5 percentage
points. The daylight between these numbers is the space available to unmea-
sured within-game confounders. Teams that pull early in our data tend to do so
in states (opponent, own-team, scoring environment, shot trajectory) unlike the
sample average; reweighting corrects part of that imbalance, �xing covariates at
the mean corrects more of it. The E-value at 6.12 quanti�es how large a residual
confounder would need to be to eliminate the e�ect, and that threshold is high
by the standards of associations in our measured covariates. Balance diagnostics
(max SMD 0.016 post-weighting) and full overlap underwrite the ignorability
assumption on the observables.

The falsi�cation on non-trailing pulls attenuates but does not vanish. That
is not a failure of the exercise. A clean null would require a truly inert placebo,
and in our data �non-trailing� pulls include delayed-penalty events and late-
game situations where extra skaters are genuinely correlated with scoring by
mechanism rather than decision. The attenuation relative to trailing pulls is in
the direction and the rough magnitude expected if the trailing-state e�ect is
driven mainly by the intended mechanism.

The temporal pattern is well-identi�ed once team baselines are absorbed as
random e�ects: mean pull timing drifts earlier at roughly six seconds per season.
The simpli�ed CTMC analysis puts about one minute of the theoretical target
on the same trajectory between the 2005-era and 2024-era calibrations. Coaches
are not catching up to a �xed point. They are chasing a moving one, and the
observed behavioural drift is in part a response to that movement.



The most interpretively important result sits at the intersection of two �nd-
ings that look contradictory and are not. The dip test does not reject unimodality
on the pooled distribution, so any �aggressive versus conservative� story at the
league level is unsupported. Yet the team-heterogeneity bootstrap is large and
tight. Each team's distribution is unimodal; team means separate by nearly two
minutes across the extremes of Table 4. The correct unit of analysis is the team,
not the league. The theory�practice gap has closed for an identi�able set of
franchises and remains open for the median NHL team. The decision-theoretic
translation places the annualised cost of that gap at between 0.5 and 3.2 stand-
ings points per team per season. The lower number is small. The upper number
is not, in a league where playo� quali�cation routinely turns on two or three
points.

Limitations. Our detection rule records only the �rst empty-net event per game,
so intermittent re-pulls after a goalie returns for a stoppage go untracked; manual
inspection suggests these are rare. The situationCode �eld does not distinguish
a deliberate sixth-attacker pull from a goalie o�-ice during a delayed penalty, and
restricting to trailing states dampens but does not remove the resulting noise.
The CTMC sensitivity uses a simpli�ed two-state end-of-regulation model, which
is appropriate for characterising relative shifts but not for quoting an exact
current-era optimum; a full multi-state calibration under modern scoring rates
is left to future work. The standings-point translation assumes a representative
team making 30 down-one pulls per year, so per-team actuals should be read
as order-of-magnitude. All estimates are observational; the gap between our raw
and spline-adjusted readings is the irreducible space in which unmeasured within-
game covariates operate.

6 Conclusion

The NHL public API's situationCode �eld let us assemble the largest published
sample of goalie pull events and run the timing�outcome relationship through
four estimators. All four return a substantial e�ect. IPW weighting produces a
maximum post-weighting SMD of 0.016 with complete overlap. A VanderWeele�
Ding E-value of 6.12 bounds sensitivity to unmeasured confounding, and a spline
at mean covariate values gives a more conservative 4.5-percentage-point read that
we report next to, not in place of, the reweighted estimates. A 2024-era CTMC
puts the theoretical optimum about one minute earlier than the original 2005-
era location; coaches are chasing a moving target. Mean pull timing has drifted
earlier at roughly six seconds per season, net of team baselines, over the past eight
years. The pooled distribution is unimodal, but team early-pull shares separate
by 25 to 40 percentage points between the extremes of the 32-team distribution,
and that separation translates into roughly 0.5 to 3.2 standings points per team
per season. Pull timing dominates every other observable predictor of post-pull
outcomes: an extra second of extra-attacker time is among the cheapest marginal
paths to an equalizer in the sport.



Reproducibility. Code, pinned dependencies, and step-by-step reproduction in-
structions for all numbers, tables, and �gures in this paper are available in the
accompanying repository.

References

1. Beaudoin, D., Swartz, T.B.: Strategies for pulling the goalie in hockey. The American
Statistician 64(3), 197�204 (2010)

2. Morrison, D.G.: On the optimal time to pull the goalie: A Poisson model applied to
a common strategy in ice hockey. TIMS Studies in Management Science 4, 137�144
(1976)

3. Zaman, N.U.: Pulling the goalie revisited. Chance 14(4), 31�34 (2001)
4. Schuckers, M.E., Curro, B.J.: Total hockey rating (THoR): A comprehensive sta-

tistical rating of National Hockey League forwards and defensemen based upon all
on-ice events. In: MIT Sloan Sports Analytics Conference (2013)

5. Hartigan, J.A., Hartigan, P.M.: The dip test of unimodality. The Annals of Statistics
13(1), 70�84 (1985)

6. VanderWeele, T.J., Ding, P.: Sensitivity analysis in observational research: intro-
ducing the E-value. Annals of Internal Medicine 167(4), 268�274 (2017)

7. Lopez, M.J., Matthews, G.J., Baumer, B.S.: How often does the best team win?
A uni�ed approach to understanding randomness in North American sport. The
Annals of Applied Statistics 12(4), 2483�2516 (2018)

8. Pettigrew, S.: Assessing the o�ensive productivity of NHL players using in-game
win probabilities. In: MIT Sloan Sports Analytics Conference (2015)


