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Abstract. Most published National Hockey League (NHL) playo� fore-
casting systems operate at a pre-season or season-end resolution, yet the
practical question that front o�ces, fantasy managers, and sports bet-
tors ask day to day is not only who quali�es but when a forecast becomes
trustworthy. We present a framework that retrains eight heterogeneous
classi�ers: regularized logistic regression, random forests (default and
tuned), simple recurrent neural networks (RNNs), long short-term mem-
ory (LSTM) networks, a transformer encoder, a Bayesian neural network
with Monte Carlo dropout, a deterministic dense neural network, and an
equally weighted ensemble, at every one of the 82 regular-season game
checkpoints. We use 40,600 team-game observations spanning the 2008�
09 through 2023�24 seasons with more than 1,200 engineered features
covering possession, shot quality, goaltending, injury, and managerial-
change signals. Tuned and default random forests, together with the
default logistic regression, reach a test-set ROC�AUC near 0.75�0.80 as
early as games 5�10; the transformer encoder and sequence learners are
more volatile early but close the gap by mid-season. Aggressively regu-
larized logistic regression collapses to an uninformative �at predictor, a
cautionary data point for practitioners who reach for ℓ1 sparsity without
checking calibration. All non-linear learners exceed ROC�AUC 0.90 by
game 60, with tuned random forests peaking near 0.97. The weighted
ensemble delivers the highest full-season stability (approximately 0.92
by game 82). SHAP analysis of the tuned random forest reveals that
puck-possession and shot-generation metrics dominate throughout, while
o�ensive-production signals grow steadily and cumulative standings be-
come increasingly in�uential in the �nal third of the season. A per-game
betting simulation on each model's top-16 predicted teams, using inter-
polated sportsbook odds with a 10 % bookmaker margin, produces a
Transformer peak of +$5,235 per $100 wagered at game 52 and shows
that ensembles deliver the most reliable early-season pro�t. The prac-
tical message for hockey analytics practitioners is that no single model
family dominates across the full season; the right model is a function of
the game checkpoint.
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1 Introduction

The NHL regular season is a slow reveal. Over 82 games from October to April,
roughly half of the league's 32 teams earn a postseason berth while the other
half do not; by the All-Star break the outlines of the playo� �eld are usually
visible but not de�nitive, and most years several positions remain contested into
the �nal week. Three groups of stakeholders watch this reveal closely. First,
team executives, general managers, and coaches make consequential cap, trade-
deadline, and roster decisions whose value depends on whether the franchise is
still on a playo� trajectory [14]. Second, bettors allocate increasing capital. The
United States commercial sports-wagering market exceeded $66 billion in han-
dle in 2023 [1], and bettors look for mispriced probabilities against continuously
updated sportsbook lines. Third, fantasy managers and league fans drive hun-
dreds of millions of page-views of probability tables every spring and increasingly
expect daily refreshes of playo� odds.

All three audiences share a problem that is rarely answered in the academic
literature on NHL forecasting: when does a predictive model's estimate of a
team's playo� chances become reliable enough to act on? Published work has
tended to operate either at a pre-season resolution (win-total and division-winner
predictions) or at a season-end resolution (retrospective classi�cation of playo�
versus non-playo� teams). What sits in between is exactly what front o�ces, bet-
tors, and fantasy managers need: a trustworthy, game-by-game estimate updated
after every contest. That is what this paper seeks to build and characterize.

We contribute, to the best of our knowledge, the �rst published hockey fore-
casting framework that retrains a large and heterogeneous set of classi�ers at
every one of the 82 regular-season game checkpoints and compares them on a
common task, a common dataset, and a common evaluation protocol. Specif-
ically, we: (i) construct a 16-season, 40,600-row team-game dataset with more
than 1,200 engineered features that captures possession, shot quality, goaltend-
ing, injury, and executive-change signals, taking care that no future informa-
tion leaks into any checkpoint-speci�c training set; (ii) �t eight base learners
plus an equally weighted ensemble at each checkpoint and quantify their dis-
criminative power, ranked-list quality, and feature attributions as a function of
the checkpoint g ∈ {1, . . . , 82}; (iii) document two robust empirical �ndings:
tuned and default tree-based models achieve useful ROC-AUC (≈ 0.75) within
the �rst ten games of the season, where sequence and attention-based learners
are still volatile, and aggressive ℓ1 regularization of logistic regression produces
a completely degenerate �at predictor that an uncritical pipeline would silently
include in an ensemble; (iv) show that feature-category importance shifts sys-
tematically across the season, with puck-possession signals dominant throughout,
o�ensive-production signals growing in weight, and cumulative standings becom-
ing more in�uential late; and (v) use an interpolated sportsbook-odds framework



to demonstrate that switching the model being used across season phases, rather
than sticking with a single winner, extracts the most value in a realistic betting
simulation.

The rest of the paper is organized as follows. Section 2 reviews related work on
sport outcome prediction, hockey-speci�c modeling, and temporal sports fore-
casting. Section 3 describes the dataset. Section 4 details feature engineering,
the model lineup, and our walk-forward evaluation protocol. Section 5 reports
model-comparison results including ROC-AUC trajectories, top-16 identi�cation
performance, and SHAP-based feature-importance dynamics. Section 6 reports
a per-game betting simulation. Section 7 discusses implications and limitations.
Section 8 concludes.

2 Related Work

Sport outcome prediction. Surveys of the machine-learning sport-outcome
literature consistently report that tree-based ensembles and feed-forward neural
networks outperform linear baselines, but that no single family dominates across
sports or across levels of temporal aggregation [4,8]. Bradley-Terry-Élo systems
remain competitive for online head-to-head prediction [10].

Hockey-speci�c modeling. Pettigrew [16] introduced in-game win proba-
bilities grounded in scoring-rate models; Schuckers [17] developed expected-save-
percentage goaltending metrics that are now standard features in practitioner
work�ows. Liu and Schulte [12] applied context-aware deep reinforcement learn-
ing to player evaluation, illustrating the value of temporal structure in hockey
data. On the injury side, Luu et al. [14] showed that machine learning substan-
tially outperforms logistic regression for next-season NHL injury prediction, a
�nding that motivates our inclusion of cumulative man-games-lost and injury-
cost features.

Temporal and attention-based sports models. LSTMs [7] and, more
recently, transformer encoders [19,11] have been applied to sport time series
to capture long-range dependence across games, seasons, or even across sports.
Khanmohammadi et al. [9] proposed a hybrid architecture for NBA playo� pre-
diction; we adopt a similar philosophy for the NHL but compare rather than
fuse architectures.

Interpretability and uncertainty. Tree SHAP [13] provides consistent lo-
cal and global explanations for random-forest predictions. Monte Carlo dropout [6]
supplies a computationally cheap Bayesian approximation that yields calibrated
uncertainty estimates, which matter for bet-sizing and risk-sensitive manage-
ment decisions [5]. Adaptive feature engineering with Bayesian hyperparameter
optimization has recently been shown to improve out-of-sample accuracy in soc-
cer forecasting [2] and informs our design.

Gap. What existing work does not do, and what we do here, is to evaluate
a heterogeneous, carefully matched set of learners on the same league, the same
task, and the same dataset at every game of an 82-game season, and to char-



acterize how discrimination, ranking quality, feature attribution, and economic
value evolve as the season unfolds.

3 Dataset

The underlying dataset integrates sixteen NHL regular seasons from 2008�09
through 2023�24, yielding 40,600 team-game observations. Public sources (o�-
cial league statistics and advanced-analytics aggregators) were systematically
scraped and reconciled against an internal proprietary database maintained
by Probility AI, which provides daily player-level injury reports, coaching and
general-manager changes, salary-cap impacts, and standard advanced metrics
including Corsi, Fenwick, expected goals (xG), PDO, and scoring-chance shares
across eleven distinct on-ice contexts (even strength, �ve-on-�ve, power play,
penalty kill, empty-net for/against, and score- and venue-adjusted variants). Af-
ter merging, the table contains 1,288 columns: 1,203 �oating-point features, 69
integer counts, 15 categorical or object �elds, and one binary target.

The prediction target, Playoffs_Bin ∈ {0, 1}, indicates whether the team
quali�ed for that season's Stanley Cup Playo�s under the current NHL for-
mat: the top three teams per division plus two wild cards per conference [15].
Conceptually, the feature columns partition into three groups. Per-game per-
formance captures goals, shot attempts, save and shooting percentages, and
advanced analytics from an individual contest. Season-to-date cumulative ag-
gregates roll those per-game statistics into running means and totals (points,
wins, losses, cumulative Corsi-for and Fenwick-for share, cumulative man-games
lost, etc.). Event-�ag binaries mark critical discrete events: coaching changes,
general manager changes, trade-deadline moves, signi�cant injuries, and streak
resets. Anomalous or missing values were imputed by season-and-team median
to preserve distributional shape; all feature engineering used strict walk-forward
rules to prevent leakage, as detailed in the next section.

4 Methodology

4.1 Feature Engineering Under a Walk-Forward Constraint

Because the goal is to predict playo� quali�cation from the information avail-
able at game g, any rolling average, cumulative total, or event �ag used at
checkpoint g must depend only on games 1, . . . , g. We re-derive the entire cumu-
lative feature set separately at each checkpoint rather than computing it once
and slicing, which doubles storage cost but eliminates a common leakage fail-
ure mode in season-progression modeling. Three families of engineered features
are emphasized. rolling averages, cumulative totals (points, wins, losses, overtime
losses, goal di�erential), the shot-for percentage c_sva_SF%, the Corsi-for share
c_sva_CF%, the Fenwick-for share c_sva_FF%, the expected-goals-for share
c_ev_xGF%, and PDO variants. Season-long aggregates include rolling save
percentage by shot-danger tier (high-, medium-, and low-danger), special-teams



e�ciency, and cumulative injury severity (man-games lost weighted by cap hit).
Event �ags record coach and general-manager changes and their position in the
season, so that downstream learners can exploit regime changes.

At each checkpoint, features are standardized with an ℓ2 scaler �t only on
training data from that checkpoint (�xed random_state=42 throughout for re-
producibility). The prediction task is binary playo� quali�cation; training data
at checkpoint g consists of the cross-season panel of team-game rows through
game g, with the most recent season used as the held-out test fold in a 16-season
leave-one-out scheme.

4.2 Model Lineup

Nine models are �t at each checkpoint. (1,2) Logistic regression, default and
tuned. The default uses ℓ2 with C=1; the tuned variant, selected by three-fold
randomized search over C ∈ {0.01, 0.1, 1, 10} and {ℓ1, ℓ2}, ended at ℓ1 with
C=0.01. As Section 5 shows, this aggressive regularization yields a collapsed pre-
dictor, an instructive failure mode for CV-selected ensemble components. (3,4)
Random forest, default and tuned [3]. The default uses 100 trees and unlim-
ited depth; tuning by randomized search over tree count ∈ {100, 200} and max
depth ∈ {None, 10, 20} at three-fold ROC-AUC selected 100 trees at depth 10.
(5,6) Simple RNN and LSTM [7]. Sequence models with a dense input projec-
tion, a 64-unit recurrent layer with 30 % dropout, and a sigmoid head, trained
with Adam and early stopping on validation ROC-AUC. (7) Transformer en-
coder [19]. A self-attention encoder with positional embeddings of the game
index and multi-head attention over the cumulative feature sequence. (8) BNN
(MC dropout) [6]. Dropout is retained at inference with T=50 stochastic forward
passes, yielding a posterior over the playo� probability. (9) Deep neural network.
A deterministic feed-forward network (256, 128, 64 units) with ReLU activations
and dropout, trained with binary cross-entropy. Ensemble. A weighted-average
meta-model combines the eight base learners' probability estimates; weights are
�t by a small logistic regression on base-model validation predictions (stacking).

Ensemble. A weighted-average meta-model combines the eight base learners'
probability estimates. Weights are �t by a small logistic regression on base-model
validation predictions (a stacking design).

4.3 Evaluation Protocol

At each checkpoint g, every model is retrained from scratch on the walk-forward
training fold and evaluated on the held-out fold, yielding per-checkpoint values
of ROC-AUC, accuracy, precision, recall, and F1. In addition, we rank teams
by their predicted playo� probability and measure top-16 identi�cation accu-
racy : the number of correctly identi�ed playo� quali�ers among each model's 16
highest-probability teams at checkpoint g. This ranking metric matches prac-
titioner decision contexts (�which sixteen teams do we think are in?�) and is
insensitive to probability calibration.



Fig. 1. Held-out ROC-AUC by regular-season game checkpoint for the eight base learn-
ers. Tuned and default random forests lead from the �rst weeks; the tuned logistic
regression (�at orange line near 0.50) is degenerate after CV selected an aggressive ℓ1
penalty. Sequence models (RNN, LSTM) are volatile early but converge by mid-season.

All experiments were executed in Python 3.11 with scikit-learn, TensorFlow,
PyTorch, and the SHAP library. A full 82-checkpoint training pass for all nine
models completes in under four hours on a single consumer GPU.

5 Results

5.1 Discrimination (ROC-AUC) by Season Phase

Figure 1 plots the held-out-season ROC-AUC of each model as a function of the
checkpoint g. Three distinct regimes emerge.

Early-season volatility (games 1�20). In the opening weeks most models sit
between ROC-AUC 0.55 and 0.65, re�ecting the limited sample available for
inference about a 16-of-32 partition. Sequence models are particularly unstable:
both the RNN and the LSTM dip below 0.50 at individual checkpoints, e�ec-
tively coin-�ipping as they attempt to extract pattern from sequences only a
handful of elements long. By contrast, the tuned random forest is already at
ROC-AUC ≈ 0.78 by game 5, and the default random forest and default logis-
tic regression follow closely in the 0.65�0.77 range. Strikingly, the aggressively
regularized tuned logistic regression (selected by cross-validated ROC-AUC at
ℓ1, C=0.01) collapses to a near-�at ROC-AUC ≈ 0.50 line for the full season:
the ℓ1 penalty shrinks virtually all coe�cients to zero given the multicollinear
cumulative feature set. This is a useful cautionary artifact. A search procedure
that selects on ROC-AUC without also checking that the resulting probabili-
ties are informative can silently return a degenerate model, and any ensemble
that includes such a learner without a check will be biased toward the ensem-
ble's other members. The transformer and the Monte Carlo dropout BNN are



Fig. 2. Heatmap of correct top-16 picks (of 16) per model per game for the 2024�
25 held-out season. Brighter colors indicate more correct picks. Tuned random forest,
default random forest, the ensemble, and the BNN_MC cross into the 14�15 band by
roughly game 30; LSTM and RNN are choppier but reach the same range late. Tuned
logistic regression remains in the 3�5 band throughout, consistent with its degenerate
ROC-AUC.

in between: they carry meaningful early-season signal (ROC-AUC 0.55�0.70 by
game 10) but are noticeably less stable than the tree-based learners.

Mid-season convergence (games 20�50). As the training sequence grows, the
RNN and LSTM catch up rapidly, passing ROC-AUC 0.75 by game 30 and
approaching 0.85 by game 50. Tree-based models hold their lead, stabilizing be-
tween 0.82 and 0.90, and the transformer encoder rises to match them. The
default (untuned) logistic regression remains surprisingly competitive in this
regime, tracking the non-linear models within roughly 0.03�0.05 of ROC-AUC.
This is an indication that, once cumulative features accumulate, the playo� qual-
i�cation task becomes nearly linearly separable on the season-to-date feature
space. The tuned logistic regression remains pinned at 0.50 throughout.

Late-season saturation (games 50�82). Beyond game 50, all nonlinear models
and the default logistic regression exceed ROC-AUC 0.90. Tuned and default
random forests peak near 0.95�0.97, with the transformer and BNN reaching
the 0.88�0.93 band by game 82. The ensemble delivers approximately 0.92 at
season's end, slightly below the top individuals but with lower episodic variance.

5.2 Top-16 Playo� Field Identi�cation

ROC-AUC is insensitive to the speci�c threshold a practitioner would apply to
�pick the playo� teams.� Figure 2 therefore displays a heatmap of correct top-16
picks per model per game, across the 2024�25 held-out season.

In the �rst ten games most models identify between eight and ten of the even-
tual sixteen playo� teams correctly. The tuned random forest, default random
forest, ensemble, and BNN_MC reach twelve-to-fourteen correct by games 20�
30 and maintain that level or above for the remainder of the schedule; the de-
fault logistic regression tracks them within about one pick. Sequence learners
(RNN, LSTM) oscillate through the middle of the season before locking into the



Fig. 3. Dynamic evolution of stacked mean absolute SHAP value by feature category
across all 82 regular-season games. Puck possession and shot generation (light blue,
top band) is the largest contributor throughout; o�ensive production (salmon) grows
steadily from roughly game 20 onward; points and results (yellow) is a smaller but
growing band late; goaltending, injuries, and executive-action features contribute stable
but minority shares.

14�15 range late. The transformer is competitive but shows more checkpoint-
to-checkpoint noise than the tree-based learners. The tuned logistic regression
remains near 3�5 correct throughout, the picking-signature of a model that as-
signs nearly identical probabilities to every team.

The operational implication is that a front o�ce or sportsbook willing to act
on the top-16 �eld can have high-con�dence predictions from the ensemble or a
tuned random forest before the one-quarter mark of the season. This is something
that would not be visible from a pre-season projection or from standings alone.

5.3 Feature-Importance Dynamics

Because random forests combine tree-based structure with tractable global attri-
butions, we used TreeSHAP [13] on the tuned random forest to quantify which
feature categories drive predictions and how those drivers evolve across the sea-
son. Features were grouped into eight categories: o�ensive metrics; defensive
metrics; goaltending; injuries and availability; executive actions; puck posses-
sion and shot generation; points and results; and a residual �other / situational�
group that collects PDO-family and empty-net-context metrics. Figure 3 shows
the share of total absolute SHAP value attributable to each category in four
season segments.



Three patterns stand out, and each is interpretable in hockey terms. First,
puck-possession and shot-generation metrics (Corsi-for share, Fenwick-for share,
scoring-chance-for share, high-danger chance share) are the largest contributor
across the entire schedule, not only early: the forest continues to weight process
over outcome even when the standings have largely resolved. Second, o�ensive-
production signals rise steadily from roughly game 20 onward, re�ecting the com-
pounding predictive value of goals scored relative to league pace as the sample
grows. Third, cumulative points, wins, and losses (the �Points & Results� band)
grow modestly across the season but never dominate. This is a point that will
surprise readers conditioned on the trope that �the standings tell you who will
make the playo�s.� Goaltending, injuries and availability, and executive-action
features contribute stable but minority shares, consistent with the intuition that
those factors modulate rather than determine playo� outcomes. The �Other�
band, which aggregates PDO-family metrics and empty-net situational features,
is consistently the second- or third-largest contributor; a separate analysis of its
constituents (not shown for space) con�rms that cumulative PDO and empty-
net-for time-on-ice are its most important elements.

5.4 Ensemble Behavior

The equally weighted ensemble is never the single best model at any checkpoint,
but it is the most stable one: its checkpoint-to-checkpoint ROC-AUC variance
is roughly half that of the individual sequence models and comparable to the
tuned random forest's. It achieves this by averaging out the idiosyncratic misses
of individual learners. For example, when the LSTM over-commits to a team
on a hot streak whose underlying metrics don't support it, the random forest
anchors the ensemble closer to the truth, and vice versa. For a practitioner who
must commit to a single forecast before every night's slate of games, the ensemble
o�ers the most defensible choice if one chooses to reach for just one model.

6 Application: Per-Game Betting Pro�tability

The economic value of forecast accuracy is not directly proportional to ROC-
AUC: late-season forecasts are more accurate but also priced more tightly by
sportsbooks, which compresses payouts. To quantify this trade-o� we simulated
a per-game betting exercise.

At each checkpoint g and for each model, we identi�ed the model's top-16
predicted playo� teams and placed a hypothetical $100 stake on each at the
sportsbook's implied odds for �Team i will make the playo�s.� Initial game-1
odds were sourced from SportsOddsHistory.com [18] in American format and
converted to implied probabilities. End-of-season quali�cation status (0 or 1 per
team) was taken as the settlement signal. For intermediate games, we interpo-
lated each team's implied probability between the game-1 price and the �nal
outcome via a sigmoid smoothing function that approximates the empirical pace
at which market probabilities converge to certainty. Probabilities were clamped



Fig. 4. Per-game pro�t from placing a $100 stake on each of a model's top-16 predicted
playo� teams across the 2024�25 season, under an interpolated-odds framework with
a 10 % bookmaker margin. The Transformer peaks at +$5,235 at game 52 (dashed
red line). Sequence models (RNN, LSTM) show the largest swings; the ensemble and
BNN_MC deliver more reliable positive pro�t; tuned logistic regression produces the
�at orange baseline characteristic of a degenerate probability output.

to [0.10, 0.90] to avoid degenerate odds, and a 10 % bookmaker vigorish was
applied to all quoted payouts, consistent with typical futures-market margins.

Figure 4 shows per-game pro�t for a representative subset of models. Three
observations stand out. First, sequence and attention-based models (RNN, LSTM,
Transformer) exhibit the largest pro�t swings: large positive returns punctuated
by noisy losses. These models are most willing to override market-implied prob-
abilities during regime changes, which drives both the upside and the variance.
Second, the Transformer attains a single-game peak of +$5,235 at game 52, re-
�ecting a mid-season window in which its cumulative-feature understanding has
matured but sportsbook lines have not yet fully compressed. Third, the ensemble
delivers the most reliable positive pro�t in the �rst thirty games, even though
it never reaches the Transformer's peak. The tuned random forest, counter-
intuitively given its leading ROC-AUC, does not sustain above-zero pro�t be-
cause its predictions correlate most closely with the market's. It is �right in the
same way as the book,� which erodes edge.

The policy implication is that a �switch the model with the season� wager-
ing rule dominates any �xed-model strategy: ensembles early, the Transformer
through mid-season, the tuned random forest only selectively thereafter. Our
simulation is deliberately conservative (�at stakes, no Kelly sizing, no cross-
market hedging, �at vig) and is o�ered as validation of forecasting value rather
than as a tradable strategy.



7 Discussion

Three results travel beyond the speci�c models we evaluated. First, meaningful
playo� signal is available before the one-quarter mark of the season: tree-based
learners reach ROC-AUC ≈0.78 by game 5, with the default logistic regression
only a few points behind. This contradicts the intuition that forty or more games
are needed before forecasts become actionable, and suggests the NHL's advanced
analytics carry enough signal in small samples to separate contenders from pre-
tenders. Second, CV selection on ROC-AUC does not guarantee a calibrated clas-
si�er : our tuned logistic regression was selected by 3-fold ROC-AUC and still
collapsed to 0.50 on held-out data, because a strati�ed CV fold on a highly mul-
ticollinear cumulative feature set failed to detect the all-zero-coe�cient regime.
Practitioners should add a probability-quality check (e.g., Brier score or a mini-
mum dispersion threshold) alongside ROC-AUC during selection. Third, the best
economic strategy is to switch models with the season: no single learner maxi-
mizes both discrimination and economic value throughout, and the highest value
is extracted by varying which model one trusts as a function of g.

Limitations. The 10 % vig varies across books and over time; richer odds data
would tighten economic estimates. The target is binary; extending to seeding,
round advancement, or Stanley Cup probability requires a richer label structure.
Our hold-out protocol assumes competitive stationarity across 16 years, whereas
modest rule changes (empty-net, overtime format) may drift feature meanings.
Finally, consistent interpretability via TreeSHAP was available only for the ran-
dom forest; extending consistent attributions to the transformer and the LSTM
remains open methodological work.

8 Conclusion

This paper contributes an empirical characterization of when a playo� forecast
becomes reliable. A single-model choice is usually not the right one for a full NHL
regular season: tree-based learners dominate early, sequence and attention-based
models catch up by mid-season, and an equally weighted ensemble is the most
stable option at every phase. The same framework generalizes to other leagues
with appropriate feature substitutions. Promising extensions include richer tar-
gets (seeding, round advancement, Stanley Cup probability), Bayesian hierar-
chical structure for calibrated uncertainty, and risk-adjusted wagering rules that
exploit the per-game, per-model pro�t heterogeneity we document.
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